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Abstract—Scientific simulations produce increasingly large
datasets that surpass practical limits for frequent input and
output operations. Although performing analysis directly as data
is produced (in situ) can mitigate this problem, embedding such
analysis routines into complex scientific codes is often impractical
or inflexible. We address this by introducing derived quantity
operators that provide a modular and pluggable framework
within high-level I/O libraries, enabling sophisticated in situ
analysis to be performed transparently during data output with
minimal modifications to the host application. The operators
bind to persistent hierarchical storage through operator-declared
metadata, allowing cross-timestep and cross-run analysis to be
carried out seamlessly within the I/O path.

We demonstrate the capabilities of our operators by inte-
grating correctness validation and important scientific metrics,
traditionally executed after simulation runs, directly into the I/O
pathway as derived quantities. Our implementation illustrates
how complex, non-mathematical analyses such as runtime vali-
dation can be efficiently performed during simulation, enabling
early detection of errors. Our work broadens the range of in situ
analyses achievable through derived quantity operators, promot-
ing more flexible, intelligent, and reliable scientific workflows.

I. INTRODUCTION

As simulation fidelity and data volume grow, the limitations
of traditional I/O-based workflows have become more pro-
nounced. Data sizes in high-fidelity simulations have expanded
to the point where writing output as often as desired is no
longer feasible. This has driven interest in in situ analysis [1],
which processes data in place during simulation and writes
only the results. This work builds on that concept by in-
troducing a pluggable operator framework that leverages the
ability of high-level I/O libraries to intercept data and perform
analysis in place of, or alongside, writing to storage.

Central to in situ analysis are derived quantities: values
computed from simulation output that drive scientific insight,
such as vortex-core indicators, divergence metrics, and tem-
poral derivatives. We classify derived-quantity operators into
two categories based on their data requirements. Independent
operators compute a derived quantity solely from the current

timestep (y = f(x)); these cover the lightweight reductions
that existing I/O-centric frameworks support well. Dependent
operators compute y = f(x, g(x′)), where g(x′) is a trans-
formation of data from a previous timestep or a prior run.
Many scientifically critical analyses fall into this second class:
binary integrity checking against a validated reference run [2],
[3], [4], cross-run numerical comparison of how precision
or compiler choice shifts a physical field [5], and temporal
diagnostics that need a sliding window of snapshots within a
run [6], [7], [8].

Despite the clear need, no existing framework supports
dependent operators within the I/O path. Current I/O-centric
derived-quantity frameworks [9] provide no mechanism to
access results from previous timesteps or runs. Streaming
transports such as ADIOS2 SST [10] expose in-flight data
across steps within a running simulation but do not retain
cross-run persistent state accessible to operators after run
completion. Without persistent, operator-accessible state, every
dependent analysis falls back to the post-hoc model: both
runs write their output to the parallel file system, a separate
program rereads both, and error norms are computed offline;
this I/O cost alone can consume more than half the total time
to scientific insight at scale [11].

The difficulty in supporting dependent operators stems from
three compounding challenges. First, historical state cannot
reside on the parallel file system: at the access latency of a
PFS, retrieving reference data inline during simulation output
negates any benefit over post-hoc processing. Second, opera-
tors differ fundamentally in their data requirements, so a rigid
built-in reduction set is insufficient; a generalizable, extensible
operator model is required. Third, placement and prefetch
decisions must be driven by operator-declared metadata, a
binding no general-purpose hierarchical storage manager pro-
vides.

We address these challenges with a framework that embeds
dependent operators directly into the I/O path and manages
cross-timestep and cross-run state through an operator-aware
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metadata layer backed by the I/O manager. Operator-declared
metadata drives placement and prefetch decisions, keeping
reference data at low latency. We demonstrate three concrete
operators spanning both classes: a Q-criterion operator (inde-
pendent) that detects vortex cores from the current-timestep
velocity field; a Merkle-tree [12]-based checksum operator
(dependent) for binary integrity verification across runs; and a
stencil operator [13] (dependent) for in-run temporal derivative
diagnostics.

The contributions of this paper are as follows.
1) We define the independent/dependent operator taxonomy

and introduce the first framework that supports depen-
dent operators within the I/O path.

2) We investigate fully offline, hybrid, and fully online de-
ployments through experiments, revealing each mode’s
benefits and limitations.

3) We evaluate trade-offs across diverse hardware and
software platforms, demonstrating how operational com-
plexity interacts with system configurations.

II. BACKGROUND AND MOTIVATION

We describe how existing I/O-centric frameworks handle
derived quantities, detail the dependent-operator scenarios they
cannot support, and explain how the storage hierarchy enables
the required persistent state.

A. I/O-Centric Derived Quantities

Recent work has demonstrated that I/O libraries can com-
pute derived quantities during data output. Gainaru et al. [9]
formalized three strategies within ADIOS2 [10]: Store (pre-
compute and persist derived values alongside raw data), Ex-
pression (define derived quantities as expressions evaluated
on read), and Stats (compute summary statistics such as
min/max/mean during output). Their performance model quan-
tifies the trade-offs between storage overhead and computation
savings for each strategy. All three strategies, however, operate
exclusively on current-timestep data, providing no mechanism
for the dependent operators described below.

B. The Need for Dependent Operators

We detail the three scenarios that require historical context
beyond what existing frameworks provide.

Binary integrity under divergence-prone dynamics: Detect-
ing floating-point divergence at runtime requires checkpoint
validation: comparing current simulation output, timestep by
timestep, against a reference run of the same configuration
that has been validated beforehand. Figure 1 illustrates the
effects of ill-conditioned parameter regimes on the Gray-Scott
model [14], where chaotic dynamics cause small perturbations
to produce dramatically different outputs, motivating the need
for runtime verification of simulation results against a previ-
ously validated dataset.

Continuous physics divergence across runs: Cross-run com-
parison operators produce field-level error norms between a
reference run and a validation run, quantifying how alternate
compilers or different hardware affect the scientific result [5].

Figure 1: Reproducibility of the Gray-Scott reaction-diffusion
model under ill-conditioned (F = 0.014, k = 0.047) parame-
ter configurations. The ill-conditioned (chaotic) regime results
in dramatically divergent pattern evolution despite identical
initial parameters.

Temporal diagnostics without offline reprocessing: Tempo-
ral dependent operators maintain a sliding window of historical
snapshots: feature tracking algorithms exploit overlap between
consecutive snapshots to follow vortices, bubbles, or shocks
through time [6], [7]; streaming uncertainty quantification
updates autocorrelation functions and time-averaging error
bounds from successive samples without retaining the full
history [8]; and finite-difference temporal derivatives provide
pressure-wave diagnostics in turbulence simulations.

C. Hierarchical Storage

Modern HPC systems incorporate multiple storage tiers
(node-local NVMe and SSD burst buffers, remote burst
buffers, and parallel file systems [15]) to bridge the widening
gap between computational throughput and I/O bandwidth.
Hierarchical storage management systems such as Ziggu-
rat [16] target NVM-aware placement, while burst-buffer
schedulers [17] focus on the staging-to-PFS path. Our frame-
work builds on the I/O manager as a substrate but adds an
operator-aware metadata layer that lets dependent operators
drive placement and prefetch decisions; none of these systems
exposes this binding.

III. DESIGN

Our framework extends the I/O library layer to support de-
rived quantity operators, including those that access historical
state. The design is guided by four objectives:

1) Support dependent operators transparently: Enable
operators that access historical state from storage with
minimal application code changes.

2) Minimize application overhead: Operator execution
must not impact simulation performance on the critical
I/O path.

3) Leverage hierarchical storage: Use tiered storage to
keep historical data accessible at low latency for depen-
dent operators.

4) Ensure portability: Operators must work across differ-
ent platforms, file systems, and scientific applications
through a standard I/O library interface.
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Figure 2: Architecture overview of MDLayer, showing the
metadata database (MD) and the I/O manager mediating access
between the I/O library and the tier hierarchy.

A. Architecture and Integration

As shown in Figure 2, MDLayer sits between the sci-
entific application and hierarchical storage, interposing at
the step boundaries of I/O libraries (e.g., ADIOS2, HDF5).
The stack has three layers: the application registers derived
quantities via a single DefineDerivedVariable(name,
var_definition, operator) call before I/O begins;
MDLayer executes those operators at each step boundary; and
the I/O manager writes the results into the tier hierarchy.

B. Metadata-Driven Placement and Prefetch

The metadata database associates each data object with
its ⟨variable, timestep, run⟩ tuple and tier location, enabling
targeted byte-level retrieval for dependent operators rather than
file-level scans.

Data placement is guided by user-defined priorities and dy-
namically adjusted blob scores: current-step data and derived
quantities are written to high-priority tiers (memory, NVMe),
while older objects are asynchronously demoted to colder tiers.
When the operator schedule indicates an upcoming need for
historical data, the Prefetcher promotes the relevant objects
(compact checksums, or full-resolution field snapshots for
the temporal stencil) into fast tiers before the next I/O step
arrives, hiding tier-promotion latency behind the simulation’s
own compute phase.

C. Comparison with Alternative Approaches

Table I positions our approach against three representative
systems that span the main in situ design points: a tightly cou-
pled visualization framework (Catalyst), a backend-agnostic in
situ layer (SENSEI), and a streaming transport (ADIOS2 SST).
In each case the operator sees only what is handed to it for
the current step, and none of the three can direct where that
data subsequently lands in the storage hierarchy.

Table I: Qualitative comparison with alternative in situ ap-
proaches. Only our approach combines I/O-layer interposition
with historical state access and storage hierarchy awareness.

Feature Ours Catalyst
[18]

SENSEI
[19]

SST [10]

Hook
point

I/O library App.
callback

App.
callback

Staging area

App.
changes

3 lines Adapter +
pipeline

Adapter +
backend

Separate
consumer

Historical
state

Yes
(persistent)

No No Limited
(buffer)

Hierarchy
aware

Yes No No No

IV. IMPLEMENTATION

We implement three operators inside the derived-variable
machinery of ADIOS2 [10]: one independent operator, the Q-
criterion, and two dependent operators, the checkpoint check-
sum and the temporal stencil.

The ⟨variable, timestep, run⟩ tuple is realized as a named
blob within a per-step, per-rank tag: each variable a step
produces is written into the buffering layer under that tag and
registered in the metadata database with its shape, start, count,
and type alongside the tag and blob that locate it. Derived
quantities are evaluated at EndStep: for each registered
derived variable, the engine resolves the list of variables its
expression names, retrieves their blobs for the current step,
applies the operator, and writes each resulting block back
as a blob of its own, registering it in the database exactly
as a primary variable. Derived data is therefore addressable,
tierable, and available to later operators on the same terms as
raw data.

A. Dependent-Operator Retrieval

A dependent operator needs its historical input resident
before the step that consumes it, and the metadata database is
what makes that cheap. Promoting a step queries the database
for the records registered under that step and rank, which
returns exactly the objects belonging to it, each addressable
by tag and blob name. Promotion is then a scoring operation
rather than a copy through the application: each object is
reorganized by raising its blob score toward the hot tier (we
use 0.95 to promote and 0.3 to demote), and the I/O manager
relocates the blob. Because the promotion is issued ahead of
the consuming step, the historical object is already in a fast
tier, and commonly still in memory, when the operator reads
it. The read then completes at memory speed rather than as a
parallel-file-system round trip.

B. Checksum Validation Operator

The operator builds a Merkle-tree checksum over each
block at the step boundary [12]. The block is split into
fixed-size chunks that form the leaves of the tree. Values
within a chunk are first rounded within the application’s error
tolerance, so that two runs agreeing to that tolerance produce
identical digests, and the rounded chunk is then hashed with
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Murmur3. Leaf digests are combined pairwise bottom-up, and
the serialized tree becomes the derived variable’s payload.
Validation retrieves the reference tree through the metadata
layer and traverses both trees breadth-first: matching subtrees
are pruned, and element-wise comparison runs only on the
leaves that survive, so cost scales with divergence rather than
with data size.

C. Temporal Stencil Operator

A time derivative needs history, which a single-step derived
variable cannot provide. The operator therefore attaches to
the I/O manager as an ordinary client and reads the step-
tagged objects the engine has already written, resolving the
tag step_N_rank_r through the metadata layer. It keeps
a per-rank window of five snapshots and applies fourth-order
centered stencils for the first and second time derivatives [20],
reporting the per-rank minimum, maximum, and L2 norm.

D. Q-Criterion Operator

The Q-criterion marks regions where rotation dominates
strain, the standard indicator of vortex cores. It depends only
on the current step and returns a field of the input shape, so
it fits the derived-variable model directly. Registered over the
three velocity components, it forms the nine components of
the velocity-gradient tensor and contracts it with its transpose,

Q = − 1
2

∂ui

∂xj

∂uj

∂xi
= 1

2

(
∥Ω∥2 − ∥S∥2

)
.

The derivatives use the host solver’s compact finite-difference
scheme [21], in which each directional derivative is a tridiag-
onal solve along a line of the domain. The reference imple-
mentation computes the same quantity post hoc, reloading the
velocity components for every timestep from the file system.

V. EXPERIMENTS

A. Methodology

Hardware Platforms: We use three platforms, one of which
is tested under three different configurations.

Platform 1 is designed to support hierarchical storage
research. The cluster comprises a computer rack with 32
interconnected nodes. Each compute node is equipped with
dual Intel Xeon Scalable Silver 4114 processors, 48 GB of
RAM, and an NVMe PCIe x8 drive, alongside an SSD and
an HDD. Platform 1 can be configured to use HDDs, SSDs,
or NVMes for experiments.

Platform 2 consists of 21 nodes linked by interconnects
offering 100 GB/s. Each compute node is equipped with an
Intel Broadwell E5-2695v4 processor and 512 GB of RAM.

Platform 3 is the Frontier supercomputer, located at the Oak
Ridge Leadership Computing Facility. The system provides
a high-performance flash storage tier with 75 TB/s read and
35 TB/s write speeds and interconnects offering 100 GB/s.
Software: Our framework is publicly available on GitHub 1.
For our evaluations, we employ ADIOS2 [10] as the I/O

1https://github.com/grc-iit/coeus-adapter

interface, Clio-core 2 as the I/O manager, and SQLite v3.40.1
as the metadata storage medium. For our checkpoint validation
operators, we use StateDiff [12] to generate the checksum for
each timestep. All evaluations are repeated three times, and
we present the mean and standard deviation of the results.
Gray-Scott Model: The Gray-Scott model is a reaction-
diffusion system simulating chemical reactions and pattern
formation in three dimensions. We leave most parameters at
their defaults and vary two: the number of iterations (steps)
and the grid size (L), where linear increases in L produce cubic
increases in the number of cells.
Weather Research and Forecasting Model (WRF): WRF is
an atmospheric modeling system used for both research and
operational numerical weather prediction.
Xcompact3D: Xcompact3D [21] is a high-order CFD frame-
work that uses the Immersed Boundary Method to represent
complex geometries while preserving high-order discretization
accuracy.

B. Case studies

We evaluate the three operators under three deployment
modes of our framework, illustrated in Figure 5.

a) Case 1 – Passive, Disk-Based I/O Layer: Case 1
writes an output file for each application run. A separate
distributed task later reads this file, and related functions
compute derived quantities and augment the output with
them. The application is then executed again, under the same
configuration, to produce a second file. Finally, a program
validates the second run by comparing its derived quantities
against those from the previous run.

b) Case 2 – Activating the I/O layer: In this case, we
enable the I/O library to use our operators. The reference run
stores both the original variables and derived data in one file.
A subsequent execution produces a second file containing its
derived data for cross-run validation.

c) Case 3 – Persisting data ownership: Each written
object stays addressable through the metadata database, so
processing happens online inside MDLayer: historical data
is compared against the current-step data still resident in
memory. Because divergence is detected at the step it occurs,
the run can be terminated early rather than completing and
being discarded.

C. Synthetic Evaluation: Internal timings

Using the checkpoint checksum operator with Gray-Scott,
we break execution time into its components (Figure 3).
We separate five components: checksum generation; Put(),
which associates an application data pointer with a variable
definition but performs no I/O; application I/O, captured at
EndStep(); checksum post-processing, the cost of comput-
ing checksums and augmenting the output in Case 1; and
validation, the time to read checksums for both runs.

Case 3 with MDLayer utilizes tiered data management,
resulting in significantly lower I/O time (1482 ± 15 ms)

2https://github.com/iowarp/clio-core
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Figure 3: Component-wise execution time for Cases 1 to 3 at 128 processes on Platform 1, Gray-Scott. Case 3 achieves the
lowest I/O time because the I/O manager absorbs writes into fast tiers; metadata query overhead is ≈0.1% of per-step time.

(a) I/O scaling of platform 1 (b) Compute scaling of platform 1

Figure 4: I/O scaling (a) and compute scaling (b) on Platform 1 (SSD-backed PFS), 32–256 processes. Cases 1 and 2 scale
poorly as validation re-read cost grows with data volume; Case 3 keeps validation overhead nearly flat by retaining data
ownership in the hierarchy and retrieving the data via the metadata database for the validation.
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Figure 5: Deployment modes for the dependent operator.
Case 1 (Passive): derived data is computed offline after the
simulation, requiring full re-reads from PFS (red arrows),
incurring two extra I/O passes. Case 2 (In-Transit): operators
run inside the I/O library during the write path; derived data
is stored alongside raw data. Case 3 (Persistent): the I/O
manager retains data ownership across the full tier hierarchy
with a metadata database and prefetching, enabling online
processing.

compared to Case 1 (2494 ± 76 ms) and Case 2 (2588 ± 5
ms).

D. Comparison with In Situ Frameworks

We compare the cross-run validator against two systems
spanning the dominant in situ design points: SENSEI [19],
a backend-agnostic framework coupling analysis through an
application adaptor, and ADIOS2 SST [10], a streaming trans-
port routing in-flight data to a separate consumer. We run the
Gray-Scott validator on Platform 1 (128 processes, L = 512,
30 steps), realizing comparison as a custom SENSEI adaptor
and an SST consumer endpoint.

Table II: Cross-run checkpoint validation against external
in situ baselines. Times in seconds; “Total” is simula-
tion + validation.

System Simulation (s) Validation (s) Total (s)
ADIOS2 SST 194.58± 2.41 27.41± 0.39 221.99

SENSEI 124.65± 1.31 26.37± 0.61 151.02

Case 2 117.12± 0.87 26.54± 0.25 143.66

MDLayer (Case 3) 94.48± 2.89 1.24± 0.15 95.72

Table II shows Case 3 dominates both baselines: fast-tier
writes and in-place checksum reads cut validation time and
simulation time.

E. I/O and Compute Scaling of System

To evaluate scalability, we run Gray-Scott with our check-
sum operator as a reference and validation pair. We conduct
both I/O and compute scaling experiments across a range
of 32 to 256 processes. For the I/O scaling, we ensure that
each process handles the same data volume by adjusting the
problem size: when the number of processes doubles, L is
scaled by a factor of 3

√
2, starting from L = 428 and increasing

up to L = 848. This maintains a constant workload per
process. For the compute scaling, we fix the I/O size per step
by setting L = 512 and scale the total workload by doubling
both the number of processes and the number of steps. This
approach stresses the operator’s ability to handle increased
parallelism and computational load while keeping the per-step
I/O consistent.
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Figure 6: Execution Time on Platform 1 for I/O scaling: Performance scaling from 32 to 256 processes with a consistent I/O
size per process, using a SSD-backed PFS as a remote burst buffer (BB) against an HDD-backed PFS. Case 3 keeps validation
cost nearly flat regardless of the underlying storage hardware.

In the I/O scaling results (Figure 4a), Cases 1 and 2 exhibit
limited scalability, primarily due to excessive I/O movement,
an issue especially pronounced on a PFS backed by slower
HDD storage. Data is transferred into userspace for checksum
computation or verification, and then sent back to the storage
system. This inefficiency is exacerbated when data divergence
occurs. In the hybrid case, the impact on the application’s
execution time is reduced because data transformations occur
directly within the I/O path. While these transformations are
fast, scalability is limited by validation overhead that grows
with I/O volume at larger process counts. Finally, the online
case proves to be the most efficient approach at larger scales.
By retaining data ownership, asynchronously prefetching it
closer to the user, and performing on-the-fly validations, Case
3 reduces and hides much of the I/O burden in traditional
approaches.

In the compute scaling results (Figure 4b), when the number
of processes reaches 128, the baseline and hybrid cases
encounter bottlenecks in validation due to the significant over-
head associated with reading small data chunks. Because the
data remains under hierarchical management, the online case
avoids frequent small-file read operations, reducing overhead
in scenarios with a large number of processes.

F. Cross-architecture portability

We repeat the I/O scaling test on both HDD- and SSD-based
storage to isolate the impact of storage bandwidth, with I/O
size per process as in Figure 4. We emulate an application
writing either directly to the PFS or through a remote burst
buffer, represented by a remote SSD-backed OrangeFS setup
that absorbs data quickly before asynchronously flushing it to
the PFS.

As shown in Figure 6, burst buffers (BBs) handle small and
random I/O workloads (approximately 36.7 MB per process
per step) far more efficiently than HDDs, resulting in improved
overall performance. However, the file-level data layout can

lead to increased seek times on HDDs when the number
of processes exceeds 128, amplifying the cost of operator
execution and validation. For example, when the process
count reaches 256, the validation time on the PFS increases
substantially, reaching approximately 160 seconds when using
burst buffers and 360 seconds with direct PFS access in both
Case 1 and Case 2. In contrast, the validation overhead in
Case 3 remains minimal (around 5 seconds) regardless of
whether burst buffers or the PFS are used. This indicates
that our hierarchical management, which combines in-memory
buffering with batched I/O, effectively mitigates the impact of
limited concurrent-access support on HDD-based systems.

G. Cross-cluster portability

We repeat the I/O scaling evaluation on two additional
platforms with distinct hardware and software configurations.

As shown in Figure 7, all three cases generalize across
platforms, but the relative ranking shifts with hardware char-
acteristics. On Platform 3, Case 3 consistently outperforms
Cases 1 and 2: the 75 TB/s flash tier absorbs prefetched
data at low latency, mirroring the Platform 1 SSD results.
Platform 2 exposes a different regime. Without a local fast-
tier storage system, the tier hierarchy collapses to RAM and a
network filesystem; at 128–256 processes, evictions are driven
to the network filesystem and metadata query contention
accumulates, and as a consequence, Case 3’s total simulation
time exceeds that of other cases. Notably, Case 3’s validation
cost itself remains negligible at these scales; the excess comes
entirely from metadata management and prefetch coordination,
not from operator execution. This is not fundamental: raising
the in-memory tier’s score or dedicating a metadata server
would eliminate the network round-trips. These results confirm
that the benefit of the persistent deployment mode requires
either a local fast-tier storage system or platform-specific
buffer tuning.
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(a) Platform 2 (b) Platform 3

Figure 7: Cross-cluster portability of the checkpoint validation operator. For both the reference run (Run 1) and validation
run (Run 2), Case 3 introduces minimal operator execution-time overhead, showing the operator framework generalizes across
storage and interconnect technologies.

Figure 8: Execution time analysis of the Weather Research
and Forecasting Model with the CONUS 2.5-km benchmark.
Case 3 handles the multi-variable metadata query pattern and
high-complexity I/O environment without measurable degra-
dation.

H. Cross-application portability

WRF presents a substantially more demanding environment
on Platform 1: it manages more than 190 variables and
performs frequent, fine-grained I/O, a rigorous testbed for
operator scalability under realistic atmospheric workloads.

We use the standard CONUS 2.5-km WRF benchmark [22],
running two identical simulations (WRF1 and WRF2) on 180
processes to balance domain decomposition and minimize
runtime noise. The benchmark covers a 1-hour simulation
period with a 1-minute output interval, generating 60 output
steps and producing a total of 166 GB of data.

As shown in Figure 8, Case 3 remains efficient as the
number of variables and I/O operations grows, sustaining
metadata queries across more than 190 variables per output
step.

I. Cross-operator portability

1) Q-criterion Operator: The Q-criterion is a substantially
more computation-intensive operator, demanding richer se-
mantic context, tighter data dependencies, and sensitivity to
data locality and metadata organization.

We study four Xcompact3D benchmarks spanning diverse
flow regimes and I/O patterns: turbulent boundary layers,
cylinder wakes, and cavity flows. These workloads span a
broad range of computation-to-I/O ratios (4:1 to 7:1) and data

Figure 9: Q-criterion operator performance across four Xcom-
pact3D flow regimes, showing the hierarchical management
benefit extends to computation-heavy independent operators.

scales. For each benchmark, we measure I/O performance
across different cases, as well as the post-processing time for
the Q-criterion calculation in Case 1. Note that in Cases 2 and
3, Q-criterion computation is performed during the I/O phase
and is therefore included in the I/O time.

As shown in Figure 9, Case 3 consistently achieves about
30% lower I/O time than Case 2 across all benchmarks. MD-
Layer therefore handles computation-intensive, multi-variable
derived quantities while still outperforming Cases 1 and 2 on
I/O.

2) Stencil Operator: The 4th-order centered stencil we use
spans a five-step window, so each emission must combine the
current sample with four earlier ones. The conventional way to
supply that history in Xcompact3D is an application-side five-
slot ring buffer maintained inside the solver: a full pressure
field per rank is retained in each slot, yielding a permanent
per-rank memory footprint of five times the raw variable size,
and every emission shifts the buffer, applies the stencil, and
writes the result. We refer to this as the ring buffer approach.
MDLayer instead retains prior timesteps in the hierarchical tier
and evaluates the stencil in a separate consumer attached to
the I/O manager, which reads them back through the metadata
database and leaves the solver itself untouched.

We exercise both modes across three Xcompact3D bench-
marks, weak-scaled at 32, 64, and 128 processes. The window
fills at the 5th timestep, after which the operator emits con-
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Figure 10: Stencil operator: in-solver ring-buffer baseline
vs. MDLayer, on three Xcompact3D benchmarks at 32–128
processes. MDLayer reduces total execution time in all nine
configurations; retrieving each timestep through the metadata
index adds only ≈3–5% to I/O time while moving the five-
field-per-rank pressure window out of the solver.

tinuously until the end of the simulation; because the stencil
is centered, each result is attributed to the middle step of its
window and so trails the simulation by two output steps.

As shown in Figure 10, MDLayer reduces total execution
time across all nine matrix cells. Our metadata system and
hierarchical storage layer make the history essentially free to
obtain: each timestep is retrieved once through the metadata
database as it is produced, and the stencil, including that
retrieval, adds only ∼3–5% to the total I/O time, demonstrating
that locating and reading raw fields through the metadata index
incurs negligible overhead at production I/O sizes. Beyond the
wall-time win, MDLayer moves the five-field-per-rank pres-
sure window out of the solver, freeing a substantial fraction
of per-rank memory that grows with grid size; the window
is maintained by the consumer instead, off the application’s
critical path. This extends our portability claim to operators
with temporal data dependencies.

J. Discussion

Our evaluation covers both dependent and independent I/O-
centric operators across three platforms, including a platform
with two different hardware configurations, yielding four dis-
tinct experimental environments.

In small and frequent I/O workloads, metadata overhead
becomes more noticeable. While the absolute overhead is low,
its relative impact grows, revealing a regime where metadata
enrichment offers diminishing returns. However, this can be
mitigated through a number of existing solutions, such as
metadata aggregation [23], [24].

VI. RELATED WORK

A lighter-weight alternative places analysis within the I/O
library rather than coupling to a separate framework. Freepro-
cessing [25] demonstrates a complementary technique: func-
tion interposition on HDF5 and NetCDF calls transparently
injects analysis tasks at the I/O boundary without any simu-
lation source-code modifications. Hades [26] extends active-
storage concepts to push computation closer to where data

resides. These designs confirm that embedding operators in the
output path reduces overhead significantly, but none provides
a mechanism to access data from prior timesteps or runs.

At a coarser granularity, workflow systems add monitoring
and steering atop existing I/O. INSTANT [27] orchestrates
in-situ workflows across distributed sites using ADIOS2 for
data movement; MEOW [28] triggers processing steps from
file-creation events. For data correctness, Rynge et al. [29]
integrate end-to-end integrity checks into the Pegasus WMS,
catching accidental or malicious corruption during inter-stage
transfers. All of these approaches require externalizing data to
storage or transferring it between workflow stages before any
cross-step comparison can occur.

VII. CONCLUSIONS AND FUTURE WORK

In this study, we assessed the effectiveness of integrating
complex in situ processes within the I/O layer. We evaluated
three applications: Gray-Scott, WRF, and Xcompact3D, which
exhibit distinct I/O patterns. The results demonstrate that the
operator-based approach adapts effectively across all three
applications, as well as across diverse hardware configurations
and file systems, highlighting its versatility in handling hetero-
geneous I/O workloads.

For future work, we plan to introduce more advanced
and versatile operators and support more complex in situ
processing tasks, including in situ visualization, adaptive data
reduction, and dynamic data placement strategies.
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